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Figure 1: (a) High-resolution images generated by AnisoFlow, a pixel-space diffusion transformer
with only 918M parameters trained from scratch, using a learned anisotropic prediction target.
(b) By learning a well-conditioned prediction target, AnisoFlow removes the patch-seam artifacts
produced by the x-prediction baseline under FP8 blockwise (W8A8) quantization (DeepSeek-AI
et al., 2025).

ABSTRACT

Flow-based generative models are trained on a hand-chosen prediction target, such
as the velocity, the noise, or the clean data. This choice strongly affects training
and sample quality. We introduce Anisotropic Flow Models (AnisoFlow), which
replaces a fixed prediction target with a fully learnable one. AnisoFlow learns to
scale the noise component of the target anisotropically, assigning a separate non-
negative weight to each direction in a jointly learned basis. A closed-form map
recovers the velocity from the network’s prediction, leaving the architecture, flow-
matching loss, and sampler unchanged. Since recovery is exact, training optimizes
the target purely to make it easier for the network to predict. We theoretically an-
alyze the resulting prediction error and predict that the preferred noise weight
in each direction scales near-linearly with data variance, in agreement with the
weights learned empirically in pixel space. AnisoFlow improves FID from 1.90
to 1.55 over the JiT baseline on ImageNet 256×256, by learning only the predic-
tion target, without representation alignment or architectural changes. In pixel-
space text-to-image generation, AnisoFlow improves image quality and, through
better-conditioned velocity recovery, largely removes patch-seam artifacts under
reduced-precision inference.
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1 INTRODUCTION

Modern image and video generators use diffusion or flow objectives (Ho et al., 2020; Song et al.,
2021; Lipman et al., 2023; Liu et al., 2023; Albergo & Vanden-Eijnden, 2023) to train scalable
denoising networks (Peebles & Xie, 2023; Brooks et al., 2024) to predict a target along the noising
path, such as the noise ϵ, the clean data x, or the velocity u := ϵ−x. The choice of target is a central
design decision: given the noisy input and timestep, these quantities carry the same information, yet
they define distinct regression problems with substantially different training behavior and sample
quality (Karras et al., 2022; Salimans & Ho, 2022). Existing hand-designed choices occupy a small
corner of a much larger design space: velocity in latent models (Esser et al., 2024; Black Forest
Labs, 2025; HaCohen et al., 2024; Kong et al., 2025; Wang et al., 2025) or clean data in recent
pixel models (Li & He, 2026; Guo et al., 2026), with methods also exploring interpolation between
standard targets (Jin & Wang, 2026) or masking part of the noise component (Chen et al., 2026a).

We introduce Anisotropic Flow Models (AnisoFlow), which replaces this hand-designed choice with
a fully learnable one. AnisoFlow learns to scale the noise component of the target anisotropically.
It defines the target uW := Wϵ− x, where W is a positive semidefinite (PSD) matrix that applies
a separate learnable nonnegative weight wi to the noise along each direction of a jointly learned
orthogonal basis. Up to sign and overall scale, the target family includes noise prediction at wi →
+∞, clean-data prediction at wi = 0, velocity prediction at wi = 1, shared scalar interpolations at
wi ≡ w, and binary low-rank masks at wi ∈ {0, 1}. A closed-form map recovers the velocity from
the network’s prediction, leaving the architecture, flow-matching loss, and sampler unchanged.

AnisoFlow is particularly effective in pixel space, where patchification places many pixel coordi-
nates within each transformer token, exposing directions with widely varying data variance (Li &
He, 2026; Chen et al., 2026a) and creating a setting where different directions can benefit from dif-
ferent prediction targets. The velocity target places unit noise weight in every direction, increasing
the difficulty of prediction in low-variance directions. Clean-data prediction removes the noise com-
ponent but can be harder in high-variance directions and makes velocity recovery ill-conditioned at
low noise. AnisoFlow resolves this tradeoff by learning a separate noise weight for each direction.

We theoretically analyze which noise weights make prediction easiest for the network. We study the
prediction error in the PCA basis, which diagonalizes the data covariance and closely matches the
basis that AnisoFlow learns empirically. Under a local frozen-error model, we derive the preferred
weight in each direction and show that it scales near-linearly with data variance. Consistent with
this analysis, pixel-space models learn weights that follow the scaling wi ≈ cλi, where λi is the
data variance in direction i.

Empirically, AnisoFlow improves FID from 1.90 to 1.55 over the JiT-H/16 baseline on ImageNet
256×256 in pixel space, by learning only the prediction target, without representation alignment
or architectural changes. In pixel-space text-to-image generation, AnisoFlow improves image qual-
ity and, through better-conditioned velocity recovery, largely eliminates patch-seam artifacts under
reduced-precision inference. In latent-space models, AnisoFlow recovers weights close to the de-
fault velocity target in SiT (Ma et al., 2024) with SD-VAE (Rombach et al., 2022) and the default
clean-data target in RAEv2 (Singh et al., 2026), achieving comparable performance.

Our contributions include (a) AnisoFlow, a fully learnable prediction-target family that subsumes
standard targets as special cases; (b) a theoretical analysis relating the preferred noise weights to the
network’s prediction errors, explaining the observed near-linear scaling and approximate timestep
invariance; and (c) state-of-the-art pixel-space generation on ImageNet and improved quality and
stability in text-to-image generation.

2 RELATED WORK

Standard prediction parameterizations. The choice among noise (ϵ)-, velocity (u)-, and clean-
data (x)-prediction determines how the target combines the data and noise components and can
substantially affect training behavior and sample quality (Karras et al., 2022; Salimans & Ho, 2022;
Jin & Wang, 2026). Noise- and velocity-prediction assign a nonzero noise coefficient to every
direction, which can make regression difficult in high-dimensional pixel space (Li & He, 2026; Chen
et al., 2026a; Jin & Wang, 2026). Clean-data prediction avoids predicting the noise, but recovering
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the velocity from the predicted data amplifies its error by a factor proportional to 1/σt, which is
ill-conditioned at low noise (Karras et al., 2022; Salimans & Ho, 2022; Chen et al., 2026a).

Interpolated targets. Isotropic interpolations mix data and noise with the same coefficient in every
direction: EDM (Karras et al., 2022) sets this coefficient analytically through a σt-dependent skip
connection, and k-Diff (Jin & Wang, 2026) learns it as a single scalar. AsymFlow (Chen et al.,
2026a) is anisotropic but binary, combining velocity prediction in a low-rank subspace and data
prediction in the orthogonal complement. Both k-Diff and AsymFlow lie within AnisoFlow’s target
family, as a shared scalar and a binary profile. Appendix A.2 shows that a per-direction extension of
EDM’s choice is exactly what our analysis predicts when the network has no information beyond the
timestep. Recent work also studies how prediction parameterizations interact with representation
dimension, covariance conditioning, and low-variance directions (Fu et al., 2026; Gagneux et al.,
2026; Zhang et al., 2026b; Wang & Pehlevan, 2025; Wang et al., 2026b; Ahamed et al., 2026).

Rotation-based quantization. The rotate-then-scale form of AnisoFlow’s recovery resembles
rotation-based quantization (Ashkboos et al., 2024; Liu et al., 2025), which applies fixed or learned
orthogonal transforms to weights and activations to suppress outliers before quantization. These
methods operate layer-wise on a trained network, whereas AnisoFlow learns network-wide precon-
ditioning through the prediction target, jointly with the network.

3 PRELIMINARIES

Flow matching. Let x ∼ pdata denote a data sample and let ϵ ∼ N (0, I) denote Gaussian noise.
We consider the linear path

zt = αtx+ σtϵ, αt = 1− t, σt = t, t ∈ [0, 1], (1)
so that z0 = x and z1 = ϵ. Its sample velocity is u = ∂tzt = ϵ − x. A flow model uθ(zt, t)
is trained by regressing onto this sample velocity; under squared error, the optimal predictor is the
conditional mean E[u | zt, t], which defines the ODE velocity field. The training objective is

LFM = Et∼p(t),x∼pdata,
ϵ∼N (0,I)

[
∥uθ(zt, t)− u∥2

]
. (2)

At sampling time, z1 ∼ N (0, I) is integrated from t = 1 to t = 0 using the learned velocity field
(Lipman et al., 2023; Liu et al., 2023; Albergo & Vanden-Eijnden, 2023).

Prediction targets and recovery. The network need not predict the velocity u directly; it may
instead predict the noise ϵ, the clean data x, or another linearly related target. For any interior
timestep t ∈ (0, 1), the relation zt = αtx + σtϵ allows either standard prediction to be converted
back to velocity. Using αt + σt = 1, a noise prediction ϵ̂θ gives û = (ϵ̂θ − zt)/αt, while a clean-
data prediction x̂θ gives û = (zt − x̂θ)/σt. More generally, any linearly related target that can
be inverted together with zt can be mapped to the velocity by a closed-form linear map. After this
recovery, the different prediction parameterizations use the same velocity-based sampler.

4 ANISOTROPIC FLOW MODELS

AnisoFlow makes the prediction target learnable: starting from the standard velocity target u =
ϵ−x, it scales the noise component by a separate nonnegative weight in each direction of a learned
orthogonal basis, while leaving the clean-data component intact. A closed-form map recovers the
full velocity from the network’s prediction, allowing AnisoFlow to retain the standard network ar-
chitecture, flow-matching loss, and sampler. We first construct the target and its recovery (Fig. 2),
then show that standard targets arise as special cases, and finally describe how the basis is learned.

A learnable prediction target. We propose reweighting only the noise term of the velocity target
and leaving its clean-data term intact. Scaling the data term as well would be redundant, since an
overall per-direction scale on the target is absorbed by the network, so we fix the data coefficient to
−1 and learn only the noise weights (Appendix A). We further ask the reweighting to admit exact
velocity recovery at every noise level t ∈ (0, 1], which holds precisely when the operator has no
negative real eigenvalue. Combined with symmetry, this restricts it to positive semidefinite (PSD)
operators (Appendix A). Concretely, we define the AnisoFlow target

uW := Wϵ− x, (3)
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û

velocity

(a) Prediction and exact recovery

0

1

W
ei

gh
tw

i

Clean data
wi = 0

Velocity
wi = 1

Scalar interpolation
wi ≡ w

AsymFlow
wi ∈ {0, 1}

AnisoFlow (ours)
learned

Directions in the eigenbasis of W

(b) Target family

Figure 2: AnisoFlow overview. (a) The network predicts the AnisoFlow target uW = Wϵ − x,
where W is a learned positive semidefinite operator, and a closed-form map recovers the standard
velocity. (b) In the eigenbasis of W , the target is parameterized separately in each direction, re-
taining the clean-data term −xi and applying a learned nonnegative weight wi to the noise term:
uW,i = wiϵi − xi. Standard targets correspond to fixed weight profiles. AnisoFlow instead learns a
nonnegative weight profile across directions.

where W is a PSD operator. Writing the eigendecomposition

W = B diag(w1, . . . , wD)BT, wi ≥ 0, (4)

with orthonormal basis B = [b1, . . . , bD], where D is the data dimension, the design space consists
of the eigenvalues, which act as per-direction noise weights, and the basis. In coordinates along
B the target reads uW,i = wiϵi − xi, so the data component remains full-dimensional while the
noise component receives a separate nonnegative weight in each direction. In patchified models, W
acts on each patch (token) and is shared across spatial locations, so D is the patch dimension, e.g.,
D = 16× 16× 3 = 768 for JiT (Appendix B.2).

Velocity recovery. Given a prediction ûW of the AnisoFlow target, the velocity is recovered as

û = (αtW + σtI)
−1

(
(I −W )zt + ûW

)
, equivalently ûi =

(1− wi)zt,i + ûW,i

αtwi + σt
(5)

coordinate-wise in the eigenbasis of W (Appendix A). The denominator αtwi + σt is positive on
t ∈ (0, 1] whenever wi ≥ 0, which is why we restrict to nonnegative weights. This denominator
also controls the amplification of target-prediction error: for clean-data prediction (wi = 0), the
amplification scales as 1/σt, making velocity recovery ill-conditioned at low noise, whereas nonzero
weights can improve its conditioning. The weights wi are shared across timesteps; in practice,
allowing separate weights across timestep buckets provides no measurable benefit (Fig. 5).

Training objective. The network parameters θ and the weights w = (w1, . . . , wD) are trained
jointly with the recovered-velocity loss L(θ,w) = Et,x,ϵ

[
∥û(zt, t) − u∥2

]
, where û is obtained

from the network’s prediction ûW through the recovery map in Eq. (5). The objective is the squared
error on the recovered velocity, not directly on the AnisoFlow target ∥ûW − uW ∥2.

Special cases. The family contains several standard targets as special cases. With wi = 0 the target
in direction i is clean-data (xi) prediction up to sign; withwi = 1 it is the velocity ui = ϵi−xi; in the
PCA basis of the data with wi ∈ {0, 1} it reproduces the binary low-rank mask of AsymFlow (Chen
et al., 2026a); with wi ≡ w constant across directions it becomes an isotropic scalar interpolation,
equivalent up to scale and sign to scalar target families such as k-Diff (Jin & Wang, 2026); and the
noise (ϵi) prediction limit is obtained as wi →∞, again up to scale.

Learnable basis. The basis B is learned jointly with the network and the weights, and we con-
sider two optimizers (Table 1). Stiefel Adam treats B as a parameter on the Stiefel manifold of
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orthonormal matrices and adapts Adam (Kingma & Ba, 2015) to it (Appendix A.4.1). The spectral
update is a closed-form alternative: assuming the per-direction loss terms share a common eigen-
basis, the optimal basis is given by the eigenvectors of a single moment matrix of the network’s
prediction errors, which we track with an exponential moving average and eigendecompose at ev-
ery step (Proposition 2, Appendix A.4.2). In both cases the weights wi remain learned by gradient
descent. We use the spectral update by default, as it achieves the best FID in our experiments.

Initialization. By default we initialize B = I and wi = 1, so that W = I and the initial target
is ordinary velocity prediction. Optionally, we use a PCA initialization: B is set to the PCA basis
of the data and wi = cλi, where λi is the data variance along bi and c = 0.15 matches the slope
learned by our converged JiT-H/16 models. This choice is motivated by our analysis in §5, which
singles out the PCA basis and predicts weights that scale near-linearly with λi. PCA initialization is
not necessary: it speeds up early training empirically (Table 1), but the learned basis also converges
close to the PCA basis on its own without PCA initialization (Fig. 3b).

5 ANALYSIS OF THE LEARNED WEIGHTS

We analyze how the learned weights relate to the data spectrum and why a single weight profile
suffices across timesteps. We study each direction of the PCA basis separately. In this basis the data
coordinates are uncorrelated, with variances λi = E[x2i ], while the Gaussian noise remains isotropic,
so each weight wi is associated with a single direction. Full derivations are given in Appendix A.2.

Motivation for the PCA basis. Three observations motivate this choice. First, under a linear-
network model, in which the network is replaced by the optimal linear predictor, the PCA basis is a
fixed point of the spectral update (Section 4), whose local stability we characterize in Appendix A.5.
Second, the update recovers the PCA basis in expectation at initialization, when the network output
is zero (Appendix A.4.2). Third, the basis learned in practice closely aligns with PCA (Fig. 3b).

Error amplification and prediction difficulty. Because the velocity recovery map (Eq. 5) is in-
vertible, for every wi the optimal prediction of the target uW,i recovers the same conditional-mean
velocity E[ui | zt, t]. The choice of wi therefore does not change the minimum achievable loss, only
the function the network must approximate to reach it. In direction i at timestep t, the recovered-
velocity loss is

Ei(wi; t) =
E
[
(ûW,i − uW,i)

2 | t
]

(αtwi + σt)2
. (6)

Increasing wi enlarges the denominator, so errors in the predicted target are amplified less when
converted back to velocity. A larger wi, however, also places more noise in the target, which the
network must then predict. The learned weight balances these two effects.

Preferred weight at a fixed timestep. To make this trade-off concrete, we model the network’s
prediction as combining a noise estimate ϵ̂i and a data estimate x̂i, so that ûW,i ≈ wiϵ̂i − x̂i,
mirroring the target uW,i = wiϵi − xi. Even an optimal network cannot recover ϵi and xi exactly
from zt. The best achievable estimates are the conditional means ϵ∗i = E[ϵi | zt, t] and x∗i =
E[xi | zt, t], so we measure the network’s errors relative to them, Ai(t) = E[(ϵ̂i − ϵ∗i )2 | t] and
Ci(t) = E[(x̂i − x∗i )2 | t]. The remaining uncertainty is unavoidable and does not depend on wi.
We treat Ai(t) and Ci(t) as locally fixed, assuming that small changes in wi do not change how
accurately the network estimates the noise and the data, and neglect the correlation between the two
errors. If each timestep were optimized separately, the preferred weight at timestep t would then be

w∗
i (t) =

αt

σt

Ci(t)

Ai(t)
. (7)

Thus, directions where data estimation is relatively more difficult favor larger noise weights, while
directions where noise estimation is relatively more difficult favor smaller weights.

A single weight across timesteps. The explicit factor αt/σt ranges from 0 to ∞, suggesting that
different timesteps could prefer very different weights. The two estimation errors, however, vary in
the opposite direction. At small t, zt is dominated by the clean data, making xi relatively easy to
estimate while ϵi is difficult to infer. At large t, this relation reverses. A simple sufficient condition
for the two effects to cancel is Ai(t) = αtqi(t)Āi and Ci(t) = σtqi(t)C̄i, where Āi and C̄i are
direction-dependent scales and qi(t) ≥ 0 is a shared time dependence. Every timestep then prefers
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Table 1: Effect of the learnable prediction target, isolating noise weights/basis optimizers and
data-dependent initialization. JiT-H/16 network.

Method Noise weights Noise basis Init FID↓
@160ep

FID↓
@600ep

Training
sec/iter

Inference
sec/step

JiT Frozen (zeros) – – 2.68 1.90 0.803 0.179
AsymFlow Frozen (binary) Frozen (PCA) PCA 2.34 1.76 0.803 0.179

AnisoFlow Adam Frozen (PCA) PCA 2.25 1.63 0.805 0.180
AnisoFlow Adam Stiefel Adam PCA 2.32 1.68 0.818 0.180
AnisoFlow Adam Spectral update PCA 2.28 1.63 0.819 0.180
AnisoFlow Adam Stiefel Adam – 2.28 1.60 0.818 0.180
AnisoFlow Adam Spectral update – 2.30 1.55 0.819 0.180
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Figure 3: Emergent spectral structure in AnisoFlow. (a) Learned weights versus directional data
variance bTi Σbi, where Σ is the data covariance, for a frozen PCA basis and learnable bases with
and without PCA initialization. The displayed range is trimmed to variances ≥ 0.015. (b) Absolute
inner products |vT

j bi| between PCA directions vj and learned directions bi, in their native spectral
order. Both initializations yield near-diagonal alignment, strongest at high-variance directions. All
models are JiT-H/16; both learnable variants use the spectral update in Table 1.

the same weight w∗
i = C̄i/Āi, which therefore also minimizes the loss averaged over timesteps that

training optimizes. Consistent with this analysis, weights learned independently across timestep
buckets nearly coincide, and allowing the weights to vary with time does not improve FID (Fig. 5).

Near-linear spectral scaling. The shared weight w∗
i = C̄i/Āi is the ratio of the data- and noise-

estimation error scales in direction i. Two further assumptions connect it to the data variance. Be-
cause the noise is isotropic, we take the noise-estimation error to vary weakly across directions,
Āi ≈ Ā. We further assume the network estimates each data coordinate with comparable relative
error, so that the data-estimation error scales with the data energy, C̄i ∝ λi. Together, these give
w∗

i = C̄i/Āi ∝ λi, explaining the near-linear scaling wi ≈ cλi observed in pixel space (Fig. 3a).

6 EXPERIMENTS

Experimental setup. We evaluate AnisoFlow on class-conditional ImageNet (Deng et al., 2009)
256×256 and text-to-image generation in pixel-space, and then further extend it to latent-space flow
models. In each setting, we preserve the architecture and training recipe of the underlying model
and change only the prediction-target parameterization. For our main pixel-space experiments, we
use JiT-H/16 (Li & He, 2026), with JiT-B/16 for smaller-scale experiments. We report FID (Heusel
et al., 2017) under the ADM evaluation protocol (Dhariwal & Nichol, 2021). Full implementation
and evaluation details are given in Appendix B.

6.1 PIXEL-SPACE IMAGENET GENERATION

6.1.1 MAIN RESULTS

Learning the target, weights, and basis. Table 1 isolates the effects of learning the weights,
learning the basis, and initialization on a fixed JiT-H/16 backbone. For the basis, we compare the
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proposed Stiefel Adam and spectral update optimizers with a frozen PCA basis. Learning continuous
directional weights at a frozen PCA basis improves considerably over both clean-data prediction
(JiT, FID 1.90) and AsymFlow’s frozen binary mask (FID 1.76), reaching 1.63 FID, showing that
much of the gain comes from learning the directional weights themselves. The frozen PCA basis
also gives the best FID early in training (2.25). On the other hand, learning the basis without PCA
initialization (isotropic W = I initialization) eventually improves the final quality, with spectral
update obtaining the best final FID of 1.55. Despite different initialization and optimization paths,
the learned basis remains close to PCA and the weights recover a PCA spectral profile, which we
examine in §6.1.2.

Table 2: ImageNet 256×256 pixel diffusion.
Best reported FID, grouped by architecture fam-
ily. FLOP estimation follows Yu et al. (2026), and
* marks the JiT evaluation protocol, which can
give up to 0.08 lower FID than the ADM protocol.
†: uses a pretrained representation encoder (e.g.,
REPA-style alignment or DINO-based losses) or
self-supervised pre-training.

Method Target Params GFLOPs FID↓

Hierarchical CNNs (U-Net-like)
ADM-G ϵ 554M 2240 4.59

Hierarchical transformers (U-ViT-like)
RIN ϵ 320M 668 3.42
SiD, UViT/2 ϵ 2B 1110 2.44
VDM++, UViT/2 ϵ 2B 1110 2.12
SiD2, UViT/2 ϵ – 274 1.73
PixelU-H/16† x 1.2B 274 1.63*
EPG-G/16† x 1.4B 642 1.58
SiD2, UViT/1 ϵ – 1306 1.38
Hierarchical transformers (DDT-like)
PixNerd-XL/16† ϵ− x 700M 268 2.15
DiP-XL/16† ϵ− x 631M – 1.79
DeCo-XL/16† ϵ− x 682M 245 1.62
PixelDiT-XL/16† ϵ− x 797M 311 1.61
FrequencyBooster-H/16† x 1.1B – 1.60*
HyperDiT-H† ϵ− x 952M 458 1.56*

Plain transformers (DiT-like)
PixelFlow-XL/4 ϵ− x 677M 5818 1.98
JiT-H/16 x 953M 364 1.86*
PixelGen-XL/16† x 676M 260 1.83
JiT-G/16 x 2B 766 1.82*
PixelREPA-H/16† x 953M 364 1.81*
AsymFlow-H/16† Pϵ− x 953M 364 1.57
AnisoFlow-H/16 (ours) Wϵ− x 953M 365 1.55

Comparison with prior pixel diffusion mod-
els. In Table 2, we compare prior pixel dif-
fusion models on ImageNet 256×256 gener-
ation, grouped by architecture family: U-Net
CNNs (Dhariwal & Nichol, 2021), U-ViT-like
hierarchical transformers (Jabri et al., 2023;
Hoogeboom et al., 2023; Kingma & Gao, 2023;
Hoogeboom et al., 2025; Guo et al., 2026; Lei
et al., 2026), DDT-like (Wang et al., 2026d)
hierarchical transformers (Wang et al., 2026c;
Chen et al., 2026b; Ma et al., 2026b; Yu et al.,
2026; Ma et al., 2026a; He et al., 2026), and
plain DiT-like transformers (Chen et al., 2025;
Li & He, 2026; Ma et al., 2026c; Shin et al.,
2026; Chen et al., 2026a). AnisoFlow-H/16
achieves the best in-class FID of 1.55 among
plain DiT-like pixel-space models, with only
flow-matching training and no representation
alignment (REPA) (Yu et al., 2025) or extra pre-
training. It also outperforms pixel models with
complex hierarchical architectures and REPA
(FID 1.56*).

Compute overhead. Compared to JiT (Ta-
ble 1), AnisoFlow adds only 0.6% inference
overhead and at most 2.0% training overhead
learning the weights and basis; Appendix B.5
provides a detailed breakdown.

6.1.2 WHAT DOES ANISOFLOW LEARN?

Learned weights follow the data spectrum.
As shown in Fig. 3a, under different initializa-
tion and basis optimization paths, the learned directional weights of the pixel-space model always
follow a near-linear relationship with the data variance along their corresponding learned direc-
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A vintage-style wedding invitation arrangement is gently placed on a delicate ivory lace runner, softly illuminated by natural afternoon sunlight. The central focus is a finely textured cream-colored invitation card with 
subtle floral embossing along its edges. At its core, the text "Together with their families, Amelia and Jonathan joyfully invite you to their wedding celebration" is rendered in sophisticated calligraphy, perfectly centered 
and highly legible. Below this, a smaller script in graceful, flowing cursive reads "Saturday, the tenth of June, Two thousand twenty-three." At the bottom right corner, another line in delicate, handwritten cursive states 
"Reception immediately following the ceremony." Surrounding the invitation are matching stationery elements: faded RSVP cards labeled "Kindly reply by May fifteenth" in crisp, aged typography, vintage postage 
stamps with faded ink, and antique pearl accessories subtly placed at the edges. The entire arrangement is bathed in warm, even lighting, with the ivory lace and cream paper creating high-contrast text visibility. The 
background is softly blurred, emphasizing the elegant, handcrafted details and the romantic, timeless aesthetic of the scene.

A high-resolution documentary scene captures a rescue helicopter hovering above churning, frothing ocean waves. Below, a fragile overturned boat is visible, with several stranded migrants clinging 
to its sides. At the bottom center of the frame, a horizontal subtitle bar spans 80% of the screen width, featuring a subtle dark-to-transparent gradient background. Centered within this bar, a ten-
word caption is displayed in neat, professional white sans-serif lettering: "Rescue efforts underway as migrant boat capsizes amid rough seas." In the upper-left corner, a semi-transparent dark 
rectangular label contains concise contextual details in smaller white font: "Mediterranean Sea 05:27 AM." Positioned discreetly at the lower-right, a minimalistic opaque black rectangle holds the 
clear white timestamp "00:45:22." The scene is rendered in high-contrast, cinematic lighting, ensuring all text elements remain legible and unobtrusive against the turbulent ocean backdrop.

Space station interior, striking man with skinhead haircut and glasses, sleek futuristic white and blue armor, gazing directly at the camera, natural light, 
gentle shadows, exquisitely realistic photograph.

i1 (latent, 𝒖𝒖 -pred)

(a) Qualitative comparison on text-to-image generation (b) Comparison on 8-bit inference

INT8 FP8 FP8 blockwise
JiT (𝒙𝒙-pred)

Figure 6: Qualitative text-to-image results. (a) 512×512 generations from AnisoFlow, the JiT-
L/16-T2I baseline (x-prediction), and the latent i1-1B model (u-prediction), using identical prompts
and sampling seeds. AnisoFlow renders finer texture than the x-prediction baseline (paper, fabric,
waves, skin) and a sharper, more distinct style than the latent model, in line with its lower FID and
pFID. (b) The same prompt and seed under 8-bit inference (INT8, FP8, and blockwise FP8). x-
prediction develops patch seams or strong noise, while AnisoFlow remains stable.

tions. Meanwhile, the basis learned from an isotropic initialization aligns closely with the PCA
basis (Fig. 3b). The directional variances therefore closely track the PCA spectrum λi, recovering
the near-linear scaling wi ≈ cλi predicted by our analysis.

Effect of initialization. Initialization primarily affects the optimization trajectory rather than the
final spectral structure. On JiT-H/16, initializing at W = I gives worse FID early in training but
the best FID after 600 epochs (Table 1), while diverse initial weight profiles on JiT-B/16 converge
to similar near-linear solutions (Fig. 4).

A single weight profile suffices across timesteps. To test whether the weights need to vary with
time, we split the timestep range at the quartiles of the training timestep distribution and learn an
independent profile w(b)

i for each of the four buckets. The profiles remain close across buckets and
to the constant-wi solution (Fig. 5), while the added flexibility yields no FID improvement (4.92 for
shared wi vs. 4.96 for time-dependent w(b)

i after 160 epochs). This supports using a single shared
weight profile, consistent with the cancellation analysis in §5.

6.2 PIXEL-SPACE TEXT-TO-IMAGE GENERATION

We further apply AnisoFlow to pixel-space text-to-image generation using JiT-L/16-T2I as the base-
line, which adopts the MM-JiT denoiser architecture from MiniT2I (Wang et al., 2026e), trained with
the text encoder, data, and training schedule of i1 (Zeng et al., 2026). Appendix B.3 gives the training
and evaluation details. We compare fixed x-prediction with the learned AnisoFlow target (with PCA
initialization and spectral update) under matched training and evaluation. We evaluate at 512×512
on OneIG-Bench (Chang et al., 2025), LongText-Bench (Geng et al., 2025), GenEval (Ghosh et al.,
2023), DPG-Bench (Hu et al., 2024), HPSv3 (Ma et al., 2025), and COCO-10k (Lin et al., 2014;
Chen et al., 2026a) (FID and patch FID (pFID) (Lin et al., 2024)).

Main results. AnisoFlow improves over the x-prediction baseline on every metric except GenEval
(Table 3). The largest gains are in HPSv3 (7.71→8.03), COCO-10k FID (22.0→20.1), and pFID
(24.4→22.7), indicating a closer match to the style and fine detail of real images. AnisoFlow also
surpasses the latent i1-1B model, which shares the text encoder and an equivalent training schedule
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but uses a larger denoiser, on the detail- and style-sensitive metrics LongText-Bench, HPSv3, FID,
and pFID. Fig. 6(a) shows this qualitatively: AnisoFlow renders finer texture than the baseline and
a sharper, more distinct style than the latent model, while achieving accurate text rendering.

Reduced-precision stability. Reduced-precision inference is important for the efficiency of large
generative models, but it makes numerical conditioning critical. For x-prediction, velocity recovery
divides the prediction error by σt, amplifying quantization error at low noise levels into visible
artifacts. AnisoFlow instead learns the prediction target that minimizes the recovered-velocity error
directly, so it naturally converges to a well-conditioned target (§5). Fig. 6(b) compares INT8, FP8,
and blockwise-FP8 (DeepSeek-AI et al., 2025) inference: the baseline develops patch seams or
strong noise, whereas AnisoFlow remains stable throughout.

Table 3: Text-to-image 512×512. All models are trained using i1’s data, text encoder, and schedule,
and tested using the same guidance and sampler settings. * indicates using i1’s rewritten prompts.
Bold marks the best result within the matched pixel-space group.

Method Params OneIG↑ Long
Text*↑ Gen

Eval*↑ DPG*↑ HPSv3↑
COCO-10k

FID↓ pFID↓

i1-1B (FLUX.2 VAE, u-pred.) 1.3B 0.511 0.853 0.826 86.3 7.11 62.3 62.4

JiT-L/16-T2I (x-pred.) 917M 0.512 0.862 0.820 85.7 7.71 22.0 24.4
AnisoFlow-L/16-T2I (ours) 918M 0.516 0.864 0.814 85.8 8.03 20.1 22.7

6.3 LATENT-SPACE MODELS

We also evaluate AnisoFlow on SiT-XL/2-REPA (Ma et al., 2024; Yu et al., 2025) and RAEv2 (Singh
et al., 2026), preserving each model’s architecture and training/evaluation recipe while changing
only the prediction target, except that for RAEv2 both the baseline and AnisoFlow use a modified
timestep distribution and inference clamp that improve the baseline itself (Appendix B). AnisoFlow
performs comparably to the default targets (Table 4), while the learned weights remain close to
velocity prediction for SiT-XL/2-REPA and to data prediction for RAEv2 (Fig. 7). The default
targets thus appear well matched to these representations. Unlike in pixel space, the latent weight
profiles are much flatter, so the assumptions behind the near-linear scaling do not carry over directly.

Table 4: Latent-space results. AnisoFlow achieves
comparable performance in latent-space models,
where the learned targets remain close to the respec-
tive default targets. ∗FID computed using JiT’s refer-
ence statistics.

Method Target FID↓ JiT FID*↓

SiT-XL/2-REPA velocity 1.44 1.41
Aniso-SiT-XL/2-REPA (ours) learned 1.44 1.40

RAEv2 x-pred. 1.05 0.98
Aniso-RAEv2 (ours) learned 1.05 0.96
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Figure 7: Latent-space weights.
Learned weights in SiT-REPA and
RAEv2 are close to their default targets.

7 CONCLUSION

AnisoFlow replaces fixed prediction targets with a learnable anisotropic target, assigning a separate
noise weight to each direction in a learned basis. In pixel space, the learned basis aligns with PCA
and the weights scale near-linearly with data variance, consistent with our prediction-error analy-
sis. Empirically, AnisoFlow substantially improves FID over the JiT baseline on ImageNet without
representation alignment or architectural changes, while improving image quality and numerical
stability in text-to-image generation. These results show that prediction targets can adapt to the data
and the model’s errors rather than being fixed in advance.
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Limitations. Our analysis uses a local model of prediction error and does not capture full training
dynamics or determine the constant in the observed spectral scaling. Empirical gains are largest in
pixel space and smaller in latent space, where learned targets remain close to existing defaults.
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A THEORETICAL DETAILS

A.1 TARGET FAMILY AND RECOVERY

Normalizing the linear target family. We first show that a general linear target has only one mean-
ingful relative degree of freedom per direction, since any nonzero overall scaling can be absorbed
into the network output. In a single direction, such a target combines the clean-data and noise coor-
dinates, y = φx + ψϵ. Rescaling the coefficients (φ,ψ) 7→ (cφ, cψ) with c ̸= 0 rescales the target
by c. Any prediction f(zt, t) for the original target can therefore be converted into a prediction
cf(zt, t) for the rescaled target by multiplying the network output by c, so this rescaling does not
change the set of functions the model can represent. Under squared error, the optimal prediction
transforms in the same way, E[c y | zt, t] = cE[y | zt, t]. We therefore fix the overall scale by
setting φ = −1, leaving the single relative noise weight w = −ψ/φ and the AnisoFlow param-
eterization uW,i = wiϵi − xi. The remaining case φ = 0, pure noise prediction, is recovered as
wi → ∞ up to the overall scale already removed. Scaling the data component in addition to the
noise component thus introduces no new target family, though different scalings may still affect
gradients, optimization, or regularization in practice.

Extension to mixed directions. The same argument applies to linear targets that mix directions.
Given a predictor f(zt, t) for a target y, composing its output with an invertible linear transformation
T gives a predictor for the transformed target Ty, and the optimal predictor transforms in the same
way, E[Ty | zt, t] = T E[y | zt, t]. Applying T = −K−1 to any linear target y = Kx + Lϵ
with invertible K gives the normal form uW = Wϵ − x with W = −K−1L. We use W to
parameterize the linear transformation applied to the noise relative to the fixed data coefficient −I .
Targets with singular K, such as pure noise prediction, fall outside this normal form, as in the scalar
case φ = 0. As in the scalar case, the normalization preserves the set of representable predictors up
to an invertible output transformation, but it may change the geometry of the training loss and hence
optimization. The resulting W need not be symmetric; we next derive the recovery for general W
and then characterize which choices are admissible.

Velocity recovery. We now assume the linear rectified-flow schedule αt = 1 − t and σt = t, so
that αt + σt = 1 and the flow-matching velocity is u = ϵ− x. We first derive the recovery formula
in a single direction with scalar weight w, and then extend it to matrix form. The interpolation and
target are

zt = αtx+ σtϵ, uW = wϵ− x. (8)
Using αt + σt = 1 and collecting the data and noise coefficients,

(1− w)zt + uW = −
(
αtw + σt

)
x+

(
αtw + σt

)
ϵ =

(
αtw + σt

)
(ϵ− x). (9)

Since u = ϵ − x, this gives u =
(
(1 − w)zt + uW

)
/(αtw + σt). Replacing the exact target by

the network prediction yields the per-direction recovery formula of Eq. (5). In matrix form, using
zt = αtx+ σtϵ and uW = Wϵ− x, the same calculation gives

(I −W )zt + uW = (αtW + σtI)(ϵ− x) = (αtW + σtI)u, (10)

so for a predicted target ûW inverting αtW + σtI yields the matrix recovery of Eq. (5), valid
whenever this operator is invertible, with no symmetry required. Applying this linear map before
computing the loss lets us retain the usual velocity-space flow-matching objective and sampler, with-
out introducing additional network modules. The recovery formula also determines which choices
of W keep the recovery nonsingular across all timesteps.

Why we restrict W to be positive semidefinite. Recovery fails at time t exactly when −t/(1− t)
is an eigenvalue of W , and this quantity sweeps the entire negative real axis as t ranges over (0, 1).
Recovery is therefore nonsingular at every interior timestep exactly when W has no eigenvalue on
the negative real axis; for example, W = −I becomes singular at t = 1/2. This fully general
family is algebraically possible but not a practical target family. A general real operator may have
complex eigenvalues and, when non-normal, may be poorly conditioned even if its eigenvalues avoid
the negative real axis. It also does not admit the simple orthogonal, direction-wise recovery used by
AnisoFlow. Restricting to symmetric operators makes all eigenvalues real, and the nonsingularity
condition then reduces to requiring nonnegative eigenvalues, i.e., W ⪰ 0. A general PSD operator
is W = B diag(wi)B

T with wi ≥ 0 for an orthonormal basis B, the parameterization of §4, so
we need only choose nonnegative eigenvalues and an orthonormal basis. In this basis the recovery
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acts direction by direction, with the per-direction denominators αtwi + σt of the scalar form above.
These denominators are positive on t ∈ (0, 1], and a zero weight is singular only at the data endpoint
t = 0, which we treat as a limiting value. Our samplers never evaluate t = 0, and the numerical
safeguards on the recovery denominators are given in Appendix B.

A.2 ANALYSIS OF THE LEARNED WEIGHTS

Throughout this subsection the basis is fixed to the PCA directions, which closely match the learned
basis (Fig. 3b). Appendix A.5 studies when this alignment is preserved and locally stable under the
spectral update. Here we study the weights wi. As in the main text, wi denotes the single weight
used by AnisoFlow in direction i, shared across timesteps, while w∗

i (t) denotes the weight preferred
at a fixed timestep t if that timestep were optimized in isolation.

How prediction error enters the loss. Let u∗i (zt, t) = E[ui | zt, t] denote the conditional-mean
velocity. For any wi, invertibility of the recovery map gives the corresponding optimal target pre-
dictor

u∗W,i(wi; zt, t) = (αtwi + σt)u
∗
i (zt, t)− (1− wi)zt,i, (11)

which is exactly E[uW,i | zt, t]. After recovery, this predictor yields u∗i , so the minimum achiev-
able velocity-prediction loss is the same for every wi. Let eW,i(wi) = ûW,i − uW,i denote the
network’s error relative to the target uW,i = wiϵi − xi. The corresponding recovered-velocity error
is eW,i(wi)/(αtwi + σt), so the recovered-velocity loss in direction i is exactly Eq. (6). Increasing
wi enlarges the recovery denominator and therefore reduces the amplification of target-prediction
error, but it also changes the function the network must approximate. The learned weight balances
these two effects. The loss in Eq. (6) decomposes as

Ei(wi; t) =
E[(ûW,i − u∗W,i)

2 | t]
(αtwi + σt)2︸ ︷︷ ︸

excess prediction error

+E[(ui − u∗i )2 | t]︸ ︷︷ ︸
irreducible error

. (12)

By orthogonality of the conditional mean, the second term is the minimum achievable velocity-
prediction loss and is independent of wi. Thus, only the excess prediction error can affect which
weight is preferred.

A local frozen-error model. To understand how the loss varies with wi near a trained solution,
we use a local frozen-error model. Let ϵ∗i = E[ϵi | zt, t] and x∗i = E[xi | zt, t], so that the
optimal target predictor is u∗W,i = wiϵ

∗
i − x∗i . Around the current learned weight, we model the

network’s prediction as if it were formed from a noise estimate ϵ̂i and a data estimate x̂i, according
to ûW,i(wi) ≈ wiϵ̂i − x̂i, and measure their errors relative to the conditional means, en,i = ϵ̂i − ϵ∗i
and ex,i = x̂i − x∗i . The excess target error is then ûW,i − u∗W,i ≈ wien,i − ex,i. Measuring
errors relative to the conditional means separates out the irreducible uncertainty, whose data and
noise components are perfectly anti-correlated given zt,i, since αt(xi − x∗i ) + σt(ϵi − ϵ∗i ) = 0, and
which contributes only the wi-independent term in Eq. (12). We assume that, over the range of wi

relevant near convergence, the conditional second-order statistics of en,i and ex,i vary weakly with
wi, and therefore treat them as fixed when analyzing the dependence of the loss on wi. Under this
frozen-error approximation,

E
[
(ûW,i − u∗W,i)

2 | t
]
= Ai(t)w

2
i − 2Γi(t)wi + Ci(t), (13)

with
Ai(t) = E[e2n,i | t], Γi(t) = E[en,iex,i | t], Ci(t) = E[e2x,i | t], (14)

and the fixed-timestep recovered-velocity loss becomes

Ei(wi; t) =
Ai(t)w

2
i − 2Γi(t)wi + Ci(t)

(αtwi + σt)2
+ E[(ui − u∗i )2 | t], (15)

where the last term is independent of wi. The corresponding time-averaged loss is

E i(wi) = Et[Ei(wi; t)]. (16)

Fixed-timestep optima. For a fixed timestep, differentiating the first term of Eq. (15) gives

∂

∂w

Ai(t)w
2 − 2Γi(t)w + Ci(t)

(αtw + σt)2
=

2
[
w
(
Ai(t)σt + αtΓi(t)

)
−
(
Γi(t)σt + αtCi(t)

)]
(αtw + σt)3

. (17)
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When Ai(t)σt + αtΓi(t) ̸= 0, an interior stationary point satisfies

w∗
i (t) =

Γi(t)σt + αtCi(t)

Ai(t)σt + αtΓi(t)
. (18)

It is an interior minimum over w ≥ 0 when Ai(t)σt + αtΓi(t) > 0 and Γi(t)σt + αtCi(t) > 0.
Otherwise the stationary point need not minimize the loss on w ≥ 0. When the cross terms are
negligible, specifically |αtΓi(t)| ≪ Ai(t)σt and |σtΓi(t)| ≪ αtCi(t), the preferred weight reduces
to

w∗
i (t) ≈

αt

σt

Ci(t)

Ai(t)
. (19)

Under Γi(t) = 0, Ai(t) > 0, Ci(t) > 0, and t ∈ (0, 1), this stationary point is the unique minimizer
of the timestep loss over w ≥ 0.

When a constant weight suffices. Under Γi(t) = 0, the timestep-wise preferred weight w∗
i (t) =

(αt/σt)Ci(t)/Ai(t) is nominally time dependent through both the schedule ratio αt/σt and the
error ratio Ci(t)/Ai(t). These two dependencies, however, naturally vary in opposite directions. At
small t, σt is small and zt is dominated by the clean data, making xi relatively easy to predict but ϵi
difficult to infer. At large t, zt is increasingly dominated by ϵ, so estimating ϵi becomes easier while
estimating xi becomes harder. Accordingly, the data-estimation error Ci(t) tends to increase with t,
while the noise-estimation error Ai(t) tends to decrease. This suggests that the time dependence in
Ai(t) and Ci(t) may cancel the explicit schedule factor in w∗

i (t). Consistent with this picture, in our
time-dependent ablation, independently learned weights across several timestep buckets converge to
very similar values, and allowing the weights to vary across timesteps does not improve FID (Fig. 5).
We therefore consider the separable form

Ai(t) = αtqi(t)Āi, Ci(t) = σtqi(t)C̄i. (20)

The key assumption is that, after the factorsαt and σt, the two error powers share the same remaining
time dependence qi(t) ≥ 0, with Āi, C̄i > 0.

Shared minimizer under the separable form. With Γi(t) = 0, the per-timestep derivative becomes

∂

∂w

Ai(t)w
2 + Ci(t)

(αtw + σt)2
=

2[wAi(t)σt − αtCi(t)]

(αtw + σt)3
(21)

=
2αtσtqi(t)Āi

(αtw + σt)3

(
w − C̄i

Āi

)
. (22)

Thus every interior timestep with qi(t) > 0 is minimized at the same weight

w∗
i =

C̄i

Āi
, (23)

while timesteps with qi(t) = 0 are indifferent to the weight. Therefore, when AnisoFlow uses a
single weight shared across timesteps, choosing this common value w∗

i = C̄i/Āi also minimizes the
time-averaged loss E i(wi) under any timestep distribution supported on interior timesteps, provided
the expected loss is finite. The minimizer is unique if qi(t) > 0 on a set of positive probability. A
time-dependent parameterization wi(t) is therefore unnecessary under these conditions.

Near-linear scaling across directions. To characterize how the learned optimum varies across di-
rections, we make two additional assumptions. Because the sampled noise is isotropic, we assume
that the direction-dependent factor Āi in the noise-estimation error is roughly constant across direc-
tions, Āi ≈ Ā. We further assume that the direction-dependent factor C̄i in the data-estimation error
scales roughly with the data variance. Since the data energy in direction i is E[x2i ] = λi, this gives
C̄i ∝ λi. The resulting optimum therefore satisfies

w∗
i =

C̄i

Āi
∝ λi. (24)

Our analysis does not predict the constant c in the observed near-linear scaling wi ≈ cλi, which
depends on the network’s error structure, the timestep sampler, and optimization. Departures from
these assumptions can change the prefactor and lead to deviations from exact linear scaling.
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The zero-skill limit. We consider a contrasting limiting case in which the network has no usable
information about the realization of direction i beyond the timestep t, so that its target prediction
is ûW,i = 0 (the recovery map still uses zt,i, so only the learned prediction is uninformative). For
centered data independent of the noise, the recovered-velocity loss is then

E i(wi) = Et

[
E[(wiϵi − xi)2]
(αtwi + σt)2

]
= Et

[
w2

i + λi
(αtwi + σt)2

]
. (25)

Unlike the separable structure of Eq. (20), the numerator does not vary with t, so the timestep-
cancellation argument above does not apply, and the preferred constant weight can depend on the
timestep distribution. If the weight were instead allowed to vary independently with time, minimiz-
ing the integrand at each timestep gives

w∗
i (t) =

αt

σt
λi. (26)

Thus, without structure in the network’s prediction errors, the preferred target retains an explicit
timestep dependence.

Connection to EDM preconditioning. The pointwise zero-skill solution coincides with a direction-
wise extension of EDM output preconditioning (Karras et al., 2022). At a fixed timestep t < 1, so
that αt > 0, divide the flow state by αt and write, in the PCA basis,

z̃t,i = xi + stϵi, st =
σt
αt
. (27)

EDM parameterizes the clean-data estimate as cskipz̃t + coutF , where F is the raw network output,
and chooses cskip to minimize the variance of the residual x − cskipz̃t left for the network. This
makes cskipz̃t the linear least-squares estimate of x from z̃t. Replacing EDM’s scalar data variance
by the variance λi of direction i gives

cskip,i =
λi

λi + s2t
. (28)

The residual can then be written as

xi − cskip,iz̃t,i = (1− cskip,i)(xi − wiϵi), (29)

wi =
cskip,ist
1− cskip,i

=
λi
st

=
αt

σt
λi. (30)

Up to the timestep-dependent factor −(1 − cskip,i), this residual is the AnisoFlow target uW,i =
wiϵi − xi; EDM’s additional output scaling cout changes only this overall scale and not the relative
weightwi (Appendix A.1), and its input scaling does not affect the target. Hence a direction-wise ex-
tension of EDM yields exactly the pointwise zero-skill optimum in Eq. (26). This correspondence is
intuitive: EDM’s derivation uses only the second-order statistics of the data and noise, which is pre-
cisely the information available to a network with no predictive skill. Our general analysis instead
depends on the network’s learned error statistics Ai(t), Ci(t), and Γi(t), whose timestep depen-
dence can offset the explicit αt/σt factor and favor a single weight profile shared across timesteps
(Eq. (20); Fig. 5).

A.3 EMPIRICAL ANALYSIS OF PREDICTION ERRORS

We empirically investigate the prediction-error structure underlying the preferred-weight analysis of
Appendix A.2, using a trained AnisoFlow model on ImageNet.

Experimental setup. We use the 600-epoch AnisoFlow-H/16 checkpoint with a frozen PCA basis.
Since AnisoFlow predicts the combined target wiϵi − xi through a single output head, its predic-
tion cannot be uniquely decomposed into separate noise and data estimates. Our analysis therefore
provides a consistency check of the theoretical explanation rather than a direct measurement of the
underlying error components. We freeze the network and fit two auxiliary linear readouts to its in-
termediate features, producing estimates ϵ̂i and x̂i. Since the original output head is itself a linear
projection of these features, linear readouts provide a natural way to estimate data and noise sep-
arately without modifying the learned representation. The readouts are fitted using weighted ridge
regression on 30K ImageNet training images and evaluated on a disjoint set of 30K images.
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We select 60 PCA directions across the 768-dimensional patch spectrum and restrict the analysis to
18 directions for which the auxiliary readouts accurately reconstruct the original model’s predictions
(relative reconstruction discrepancy below 5% and recovered-velocity MSE increase below 1%).
These criteria assess reconstruction fidelity rather than agreement with the predicted scaling. The
retained directions span nearly three orders of magnitude in directional variance, from λi = 0.205
to 171.

Measuring the error statistics. The theoretical quantities Ai(t), Ci(t), and Γi(t) in Appendix A.2
are defined relative to the conditional means of the data and noise, which are not directly available
for ImageNet. Instead, we measure residuals against the sampled data and noise:

rn,i = ϵ̂i − ϵi, rx,i = x̂i − xi. (31)

For each direction and timestep, we estimate the second moments

ai(t) = E[r2n,i | t],
bi(t) = E[r2x,i | t],
gi(t) = E[rn,irx,i | t],

(32)

averaging over evaluation images and spatial patches.

Let x∗i = E[xi | zt, t] and define the irreducible posterior uncertainty Fi(t) = E[(xi − x∗i )2 | t],
with class conditioning implicit. Since zt = αtx+ σtϵ, the posterior uncertainties satisfy

ϵi − ϵ∗i = −αt

σt
(xi − x∗i ). (33)

Using the orthogonality of conditional-mean residuals, the observed moments decompose as

ai(t) = Ai(t) +
α2
t

σ2
t

Fi(t),

bi(t) = Ci(t) + Fi(t),

gi(t) = Γi(t)−
αt

σt
Fi(t).

(34)

We can therefore construct two effective error statistics:

Aeff
i (t) = ai(t) +

αt

σt
gi(t) = Ai(t) +

αt

σt
Γi(t),

Ceff
i (t) = bi(t) +

σt
αt
gi(t) = Ci(t) +

σt
αt

Γi(t).
(35)

The irreducible posterior uncertainty cancels exactly. Furthermore, the full preferred-weight expres-
sion from Appendix A.2 becomes

w∗
i (t) =

αt

σt

Ceff
i (t)

Aeff
i (t)

, (36)

for an interior optimum under the local frozen-error model. This expression accounts for the cross
moment Γi(t) without assuming that it is negligible.

Directional scaling. Following the timestep normalization motivated by Eq. (20), we compute

Āeff
i = Et

[
Aeff

i (t)

αt

]
, C̄eff

i = Et

[
Ceff

i (t)

σt

]
, (37)

using the training logit-normal timestep distribution, restricted to the reliable evaluation bins.

As shown in Fig. 8(a), the effective noise-error scale varies weakly with directional variance, ap-
proximately Āeff

i ∝ λ−0.09
i , while the effective data-error scale follows C̄eff

i ∝ λ1.00i . Their ratio
scales as λ1.09i , closely matching the exponent of 1.07 for the weights learned by AnisoFlow, fitted
over the same 18 directions.

Figure 8(b) compares the ratio C̄eff
i /Āeff

i with the learned weights. The two profiles agree closely in
both scaling and magnitude, with a median ratio (C̄eff

i /Āeff
i )/wi of approximately 0.97.
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Figure 8: Estimated prediction-error structure on ImageNet. (a) Time-averaged effective noise
and data error scales versus PCA variance, with fitted scaling exponents. (b) Preferred weights
estimated from the effective errors compared with the learned AnisoFlow weights. (c) Timestep de-
pendence of the estimated preferred weights, normalized by the learned weights, compared with the
schedule factor αt/σt (normalized by its geometric mean). Thin curves show individual directions,
and the curve with markers shows the median. Results are shown for 18 PCA directions satisfying
reconstruction-consistency criteria.

Robustness to direction selection. We also relax the reconstruction-consistency threshold from
5% to 10–20%, increasing the number of analyzed directions from 18 to 45–51 and extending the
variance range toward lower-variance directions. The effective-error ratio consistently scales as
approximately λ1.09i , closely matching the learned-weight exponent of approximately 1.07 across
all thresholds.

Timestep dependence. We further examine the timestep-dependent preferred weights from
Eq. (36). Across five reliable timestep bins spanning approximately t = 0.25 to 0.80, the explicit
schedule factor αt/σt varies by 11.7×. However, the preferred weights estimated from these effec-
tive errors vary by only 1.19× at the median across directions, as shown in Fig. 8(c). This indicates
that the timestep dependence of the error ratio largely cancels the schedule factor, supporting the use
of a single weight profile shared across timesteps.

A.4 LEARNING THE BASIS

We learn the basis B with one of two optimizers: Stiefel Adam, which optimizes B directly on the
manifold of orthonormal matrices, or the spectral update, a closed-form eigendecomposition step.
We describe each in turn.

A.4.1 STIEFEL ADAM

Stiefel Adam treats B as a parameter constrained to the Stiefel manifold {B : BTB = I} and
adapts Adam (Kingma & Ba, 2015) to it. Let PB(A) = A − B sym(BTA), with sym(A) =
1
2 (A +AT), denote the projection onto the tangent space at B under the Euclidean metric, and let
P and v denote the first-moment matrix and a scalar second moment, with step size τ . Each step
computes the projected gradient Ξ and the updates

Ξ← PB(∇BL), P ← β1P + (1− β1)Ξ, v ← β2v + (1− β2) ∥Ξ∥2F /D2,

B ← Q, where QR = B − τ P̂
/(√

v̂ + δ
)
, P ← PB(P ), (38)

where P̂ and v̂ are the bias-corrected moments, δ > 0 is Adam’s numerical-stability constant (writ-
ten δ rather than ϵ to avoid a clash with the noise ϵ), QR denotes the reduced QR decomposition
with R upper triangular with positive diagonal so that Q is unique, and the final projection trans-
ports the momentum to the tangent space at the new point. The second moment is a single scalar per
basis, so the tangent momentum is scaled by one adaptive step size. An elementwise rescaling would
generally leave the tangent space. Weight decay is zero: ∥B∥2F = D is constant on the manifold,
and the tangent projection removes the gradient of an L2 penalty. We use the same learning rate and
Adam coefficients as for the model parameters (Appendix B). This is a projection-transport Stiefel
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optimizer under the Euclidean metric. It does not implement parallel transport or the canonical met-
ric. It makes no structural assumption about the loss and serves as the general-purpose alternative to
the closed-form update derived next.

A.4.2 SPECTRAL UPDATE

We now derive the spectral update used in our main experiments. Let r := sg(ûW ) + x, where sg
denotes stop-gradient: the network prediction is held fixed while the basis is updated. In direction
bi, the recovered-velocity error of Eq. (5) is the target-prediction error divided by the recovery
denominator, ûi − ui = (bTi r − wib

T
i ϵ)/(αtwi + σt). Squaring, taking the expectation over x, ϵ,

and t, and dropping the w2
i b

T
i ϵϵ

Tbi term, whose contribution Et[w
2
i /(αtwi+σt)

2] does not depend
on bi, the basis-dependent part of the loss is

LB(B) =

D∑
i=1

bTi Mibi + const, Mi = Et

[
St − 2wiHt

(αtwi + σt)2

]
, (39)

where St := E[rrT | t] and Ht := 1
2E[rϵ

T + ϵrT | t] are the second moment of r and its
symmetric cross moment with the noise. This expression is exact given the network output and the
weights.

Minimizing Eq. (39) over orthonormal B is not an eigenvalue problem in general: each column
bi is scored by a different matrix Mi, because wi enters both the numerator and the recovery de-
nominator, so no single eigendecomposition solves it. Direct optimization on the Stiefel manifold
(Appendix A.4.1) is the general-purpose alternative. Under the following assumption, however, one
eigendecomposition suffices.

Assumption 1. The matrices M1, . . . ,MD commute pairwise. Equivalently, they are simulta-
neously orthogonally diagonalizable, i.e., Mi = B⋆ΛiB

T
⋆ for a common orthonormal B⋆ and

diagonal Λi = diag(κi1, . . . , κiD).

Proposition 2 (Optimal basis under joint diagonalizability). Under Assumption 1, a global mini-
mizer of Eq. (39) over BTB = I is B = B⋆Π diag(s1, . . . , sD) for some permutation matrix Π
and signs si ∈ {±1}. Moreover, for any coefficients γi such that

∑
i γiMi has distinct eigenval-

ues, the eigenvectors of
∑

i γiMi recover the common eigendirections. An optimal pairing assigns
column i to direction π(i) minimizing

∑
i κi,π(i) over permutations π.

Proof. Write B = B⋆Ω with Ω orthogonal. Then bTi Mibi =
∑

j κijΩ
2
ji, so LB =

∑
i,j κijΩ

2
ji +

const is linear in the matrix [Ω2
ji], which is doubly stochastic because Ω is orthogonal. A linear func-

tion on the set of doubly stochastic matrices attains its minimum at a permutation matrix (Birkhoff–
von Neumann), and every permutation matrix is itself an orthogonal Ω, so the minimum is attained
at Ω = Π diag(s1, . . . , sD). The second claim follows because

∑
i γiMi = B⋆(

∑
i γiΛi)B

T
⋆ has

eigenvectors B⋆ whenever its eigenvalues are distinct.

We use the uniform average, which weights every output direction once, as in the squared loss, and
introduces no directional preference. Substituting Eq. (39),

G :=
1

D

D∑
i=1

Mi = Et

[
at St − 2bt Ht

]
= E

[
at rr

T − bt(rϵT + ϵrT)
]
, (40)

with

at :=
1

D

D∑
j=1

1

(αtwj + σt)2
, bt :=

1

D

D∑
j=1

wj

(αtwj + σt)2
. (41)

The spectral update sets B ← eigvecs(G). Under Assumption 1, these are the common eigendi-
rections whenever the eigenvalues of G are distinct. Commutativity alone does not guarantee this:
a repeated eigenvalue of G determines the corresponding eigenvectors only up to a rotation within
their span. The cross term accounts for the correlation between r and the noise in the target, and
omitting it changes the basis objective.
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Remark 3 (Pairing eigenvectors with weights). We order the eigenvectors of G by ascending eigen-
value and keep wi attached to rank i. This rank-based pairing is a heuristic; it need not solve the
assignment problem of Proposition 2, but it keeps each weight attached to a stable direction as long
as eigenvalue ranks do not cross. Adam continues to adapt the weights after each basis update.
Column signs cancel in B diag(wi)B

T.

When Assumption 1 holds only approximately, Mi = B⋆ΛiB
T
⋆ +∆i with small non-commuting

residuals ∆i, we have G = B⋆Λ̄BT
⋆ + ∆̄ with Λ̄ = 1

D

∑
i Λi and ∆̄ = 1

D

∑
i ∆i, and stan-

dard eigenvector perturbation bounds keep eigvecs(G) close to B⋆ whenever ∥∆̄∥ is small rela-
tive to the eigengaps of Λ̄. The spectral update is then an approximate joint-diagonalization step.
Appendix A.5 shows that the assumption holds exactly at covariance-aligned solutions in a linear-
network model.

Online estimator. During training we estimate G from minibatches. For a batch of M images with
N patches each, the estimate is

Ĝ =
1

MN

M∑
m=1

N∑
p=1

[
atmrmpr

T
mp − btm(rmpϵ

T
mp + ϵmpr

T
mp)

]
, (42)

normalized by the number of patches rather than by the random sum of recovery weights, so that
it estimates a fixed population quantity. We maintain an exponential moving average G ← (1 −
β)G + β Ĝ and set B to the eigenvectors of G at every optimization step (Appendix B). The
moving average smooths the moment estimate, although individual eigenvectors can still change
abruptly near eigenvalue crossings.

Relation to PCA initialization. When the network output is zero, as is common at initialization,
r = x. The data and sampled noise are independent, so E[xϵT] = 0, and at depends only on the
timestep and the current weights. Eq. (40) therefore reduces in expectation to a scalar multiple of the
data second moment, G ∝ E[xxT], which for centered data is the covariance, so its eigenvectors are
the PCA directions. In practice the running moment is initialized to I (Appendix B); since adding a
multiple of the identity leaves eigenvectors unchanged, the first basis consists of the eigendirections
of a single minibatch estimate, a noisy PCA basis rather than the exact one. The first spectral update
from W = I thus recovers PCA structure on its own, which is why PCA initialization is optional.
Appendix A.5 studies when this alignment is preserved as training proceeds.

A.5 LINEAR-MODEL ANALYSIS OF BASIS ALIGNMENT

We analyze the spectral update in an idealized setting: the weights are fixed, the network is replaced
by the optimal time-conditioned linear predictor, and the basis is updated by the exact iteration B ←
eigvecs(G) in place of the moving-average estimate of Appendix A.4.2. We show that this iteration
preserves alignment with the data covariance and give a condition under which the alignment is
locally stable.

Linear denoising model. Let Σ = E[xxT] = V diag(λ1, . . . , λD)V T be the covariance of cen-
tered data, and let Σz,t = E[ztzT

t ] = α2
tΣ + σ2

t I . For a symmetric W and a linear predictor
ûW = Φtzt, minimizing the recovered-velocity loss over Φt gives the same minimizer as least
squares on the target, since recovery applies the fixed invertible map (αtW + σtI)

−1 to the target
error. Hence

Φ∗
t (W ) = (σtW − αtΣ)Σ−1

z,t , (43)

since E[uWzT
t ] = σtW − αtΣ. Substituting into the recovery map of Eq. (5) gives

(αtW + σtI)
−1(I −W +Φ∗

t ) = (σtI − αtΣ)Σ−1
z,t . (44)

Thus the recovered velocity predictor, and hence the optimal linear loss, do not depend on W . The
linear model therefore identifies neither the weights nor the basis, and the alignment shown below
is a property of the spectral update itself rather than of the loss.

Preservation of covariance alignment. For the fitted predictor, the moments in Eq. (39) are
St = σ2

t

(
WΣ−1

z,tW +ΣΣ−1
z,t

)
, (45)

Ht =
σ2
t

2

(
WΣ−1

z,t +Σ−1
z,tW

)
− αtσtΣΣ−1

z,t . (46)
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These formulas follow by substituting r = (αtΦ
∗
t + I)x+ σtΦ

∗
t ϵ, using αtΦ

∗
t + I = σt(αtW +

σtI)Σ
−1
z,t , the independence of x and ϵ, and the fact that Σz,t commutes with Σ. If W commutes

with Σ, all of these matrices, and hence every Mi and G, are diagonal in a common eigenbasis
of W and Σ, so Assumption 1 holds exactly. When G has distinct eigenvalues, the update returns
the PCA basis up to sign and permutation, so alignment with the data covariance is preserved. If
the rank-based pairing of Remark 3 also leaves each weight attached to its direction, W itself is a
fixed point. When G has a repeated eigenvalue, the update may rotate within the tied eigenspace.
Arbitrary rotations within that space are guaranteed to preserve alignment if the restriction of Σ to
that eigenspace is a multiple of the identity.

For a nearly aligned W , the identity

[Φ∗
t ,Σ] = σt[W ,Σ]Σ−1

z,t (47)

shows that a small misalignment of W induces a proportionally small misalignment of the predictor.
Since the moments are continuous in W , the eigenvectors of G also vary continuously as long as
its eigenvalues stay separated.

Local stability. Consider an aligned fixed point W⋆ = diag(w1, . . . , wD) in the PCA basis whose
rank-based pairing (Remark 3) is locally unchanged, and assume the eigenvalues κ̄j = 1

D

∑
i κij of

G there, in the notation of Appendix A.4.2, are distinct. Set dj(t) = α2
tλj + σ2

t , the eigenvalues of
Σz,t. Differentiating the moment formulas gives, for an off-diagonal perturbation,

δGjk = Ljk δWjk, Ljk = Et

[
σ2
t

{
at

(
wj

dj(t)
+

wk

dk(t)

)
− bt

(
1

dj(t)
+

1

dk(t)

)}]
. (48)

A small rotation of the basis by an angle θjk in the (j, k) plane gives δWjk = (wj − wk)θjk, so

θnewjk = ρjkθjk +O(∥θ∥2), ρjk =
Ljk(wj − wk)

κ̄j − κ̄k
. (49)

The fixed point is locally attractive when |ρjk| < 1 for every pair with wj ̸= wk (rotations between
equal weights leave W unchanged). Larger eigengaps of G reduce sensitivity for a fixed numerator
in ρjk. At an exact tie, the corresponding eigenvectors are not determined by G.

Scope. These results concern the idealized linear iteration. They do not establish global conver-
gence, nor stability of the joint dynamics of the network, the weights, and the running moment.
Empirically, the basis learned with a nonlinear network aligns closely with the PCA basis (Fig. 3b).

B IMPLEMENTATION DETAILS

B.1 ANISOFLOW PARAMETERIZATION AND OPTIMIZATION

Learning the directional weights. We write

W = B diag(w1, . . . , wD)BT, wi ≥ 0, (50)

and learn the directional weights jointly with the network. To enforce strict positivity, we set wi =
exp(ηi) and optimize η with Adam. Unless otherwise noted, η uses the same learning rate as the
model parameters. By default, the weights are shared across timesteps and are optimized from the
start of training.

Learning the basis. By default, the orthogonal basis B is updated during training using the spec-
tral update of Appendix A.4. The running moment G is computed from the stop-gradient network
prediction. It is initialized to I and updated with an exponential moving average with coefficient
β = 10−5. At every optimization step, the running moment is averaged across devices, eigen-
decomposed, and B is set to its eigenvectors ordered by ascending eigenvalue, with wi attached to
eigenvalue rank i. Alternatively, Stiefel Adam (Appendix A.4.1) optimizes B directly with the same
learning rate and Adam coefficients as the model parameters; in this variant the basis of the EMA
model is re-orthogonalized by QR after each EMA step.

Numerical details. At inference, the recovery denominator αtwi + σt is lower-bounded by σmin =
4× 10−2, following AsymFlow (Chen et al., 2026a) for the baselines and AnisoFlow alike.
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B.2 IMAGENET PIXEL-SPACE EXPERIMENTS

Training setup. We conduct our main pixel-space experiments on ImageNet 256×256 using the
same architecture, optimizer, and training hyperparameters as JiT-H/16 (see Table 9 of JiT (Li &
He, 2026)), changing only the prediction-target parameterization. We use JiT-B/16 for smaller-scale
experiments. Unless otherwise stated, the main models are trained for 600 epochs.

Data covariance and PCA estimation. The W = I AnisoFlow variants do not require a PCA basis
or a precomputed data covariance. We estimate the covariance for the PCA-initialized and fixed-
PCA experiments and for analyzing the learned directions and weights. For JiT with 16×16 patches,
each RGB patch is represented as a 16×16×3 = 768-dimensional vector. We compute the empirical
covariance of mean-centered patches from 100,000 training images, in the same normalized pixel
space seen by the network, and eigendecompose it as Σ = V diag(λ1, . . . , λD)V ⊤. Here, V
denotes the PCA basis and λi the corresponding PCA eigenvalues used in the analyses of §5. For
JiT-H/16, W ∈ R768×768 acts independently on each image patch and is shared across spatial
locations; for an image containing N patches, the corresponding image-level operator is IN ⊗W .

Classifier-free guidance. Following AsymFlow (Chen et al., 2026a), for each AnisoFlow model,
we grid-search the CFG scale (Ho & Salimans, 2021) with step size 0.1 and the guidance interval
with step size 0.02. Table 5 lists the selected settings for Table 1.

Table 5: Selected guidance settings for the AnisoFlow models in Table 1. CFG scale / guidance
interval selected by grid search for each model and training length.

Noise basis Init @160ep @600ep
Frozen (PCA) PCA 3.1 / [0, 0.76] 2.3 / [0, 0.88]
Stiefel Adam PCA 3.1 / [0, 0.74] 2.1 / [0, 0.90]
Spectral update PCA 3.1 / [0, 0.74] 2.3 / [0, 0.88]
Stiefel Adam – 4.4 / [0, 0.62] 2.3 / [0, 0.84]
Spectral update – 3.6 / [0, 0.66] 2.1 / [0, 0.86]

B.3 TEXT-TO-IMAGE EXPERIMENTS

We evaluate AnisoFlow on pixel-space text-to-image generation with JiT-L/16-T2I as the base-
line, which uses the MM-JiT denoiser architecture from MiniT2I (Wang et al., 2026e) and the
T5Gemma (Zhang et al., 2025) text encoder from i1 (Zeng et al., 2026). The baseline uses clean-
data prediction, and AnisoFlow differs from it only in the prediction target. Both models are trained
on i1’s data (Zeng et al., 2026), which combines the public ImageNet-22K (Deng et al., 2009),
Places365 (Zhou et al., 2017), Pexels (Pexels, 2025), TextAtlas (Wang et al., 2026a), RedCaps (Desai
et al., 2021), and Megalith-10M (Boer Bohan, 2024) with i1’s rendered-text and synthetic sources,
plus YFCC100M (Thomee et al., 2016) and the released iNaturalist split (Van Horn et al., 2018) in
the 256×256 stage only. We follow an i1-equivalent schedule through the 256×256 and 512×512
stages, doubling the batch size to 1024 while halving the number of iterations. As in the pixel-space
ImageNet models, W ∈ R768×768 acts on 16×16×3 patches. AnisoFlow uses the PCA initializa-
tion and the spectral update (EMA coefficient 10−5) during the 256×256 tier. During the 512×512
tier, the basis is frozen while the weights wi continue to be learned. For hyperparameters that can-
not be shared between pixel and latent models (e.g., flow shift (Esser et al., 2024)), we tune them
ourselves. Table 6 summarizes the settings of each training stage.

Evaluation. All models are sampled with a 32-step SDE solver based on UniPC (Zhao et al., 2023)
with the stochastic coefficient of ER-SDE (Cui et al., 2025), using the same guidance settings for
the quantitative comparison: a guidance scale of 6.0 on the interval t ∈ [0, 0.99] with orthogonal
projection from APG (Sadat et al., 2025). For benchmarking, we use i1’s rewritten prompts for
LongText-Bench, GenEval, and DPG-Bench, while other benchmarks use their original prompts.

Reduced-precision inference. To evaluate numerical stability, we sample the JiT baseline and
AnisoFlow models with the weights and activations of the transformer’s linear layers quantized to 8
bits (W8A8), while keeping prompts, seeds, and sampler settings fixed.

High-resolution qualitative samples. The one-megapixel samples in Fig. 1 come from an addi-
tional one-megapixel tier of the AnisoFlow model, which we do not evaluate quantitatively due to
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Table 6: Text-to-image model and training settings. The 256×256 and 512×512 stages are used
for the quantitative comparison, and the one-megapixel (1MP) and alignment fine-tuning (SFT)
stages only for the qualitative samples in Fig. 1. Each stage is initialized from the previous one.

Setting 256×256 512×512 1MP SFT
Pixel color space Normalized Oklab (Ottosson, 2020; Chen et al., 2026a)
Patch size / dimension D 16 / 768
Text encoder T5Gemma-2B (Zhang et al., 2025), 256 tokens
AnisoFlow weights Learned
AnisoFlow basis PCA init, spectral update Frozen Frozen Frozen

Optimizer Adam (Kingma & Ba, 2015), betas (0.9, 0.95), weight decay 0
Precision BF16 autocast, FP32 master weights
Prompt dropout 0.1
EMA Dynamic EMA (Karras et al., 2024), γ = 7.0, reset at each stage
Resolution 256×256 512×512 1MP, mixed aspect ratios 1.56MP, mixed aspect ratios
Training data i1 i1 i1 (real only) + LAION-3M Z-Image Turbo synthetic
Batch size 1024 1024 256 256
Training iterations 1M 250K 150K 2K
Learning rate 2× 10−4 2× 10−4 2× 10−4 10−5

Warmup iterations 1000 – – 100
Pre-shift time sampling LogitNormal(0, 1) Uniform Uniform Uniform
Flow shift 2.0 3.0 5.0 6.0

the additional cost of training a matching baseline. For this tier, we remove the synthetic-data mix
from i1’s data and add the 3M LAION subset (Schuhmann et al., 2022) used by AsymFlow (Chen
et al., 2026a), which has mixed aspect ratios, followed by a short alignment fine-tuning stage on syn-
thetic images from Z-Image Turbo (Z-Image Team et al., 2025), rendered at about 1.56 megapixels,
with a reduced learning rate of 10−5.

B.4 LATENT-SPACE EXPERIMENTS

SiT-XL/2-REPA. We evaluate AnisoFlow on SiT-XL/2-REPA, preserving the original latent repre-
sentation, model architecture, representation-alignment objective, and training recipe while chang-
ing only the prediction-target parameterization. The baseline uses velocity prediction. The model
operates on SD-VAE latents (Rombach et al., 2022) with patch size 2, so W ∈ R16×16 acts on each
2×2×4 latent patch. We initialize W = I and use the spectral update with EMA coefficient 10−5.

RAEv2. We also evaluate AnisoFlow on RAEv2, preserving its representation, architecture, and
Muon-based training recipe (Jordan et al., 2024; Zhang et al., 2026a). We make two changes to the
published recipe, applied to both our RAEv2 baseline and Aniso-RAEv2: timesteps are sampled
uniformly before the shift rather than logit-normally, and the inference clamp is set to σmin = 0.25.
These changes improve the baseline itself (JiT FID 1.06 → 0.98), so the comparison remains fair.
The baseline uses clean-data prediction. AnisoFlow acts on the 1024-dimensional RAEv2 tokens,
so W ∈ R1024×1024, with the PCA initialization (wi = 0.15λi in the PCA basis of the tokens).
Because RAEv2 trains for only 80 epochs, we raise the spectral-update EMA coefficient to 10−4

and the noise-weight learning rate to 10× the model learning rate for faster convergence.

B.5 COMPUTE OVERHEAD

AnisoFlow adds D learned directional weights and maintains the learned orthogonal basis B ∈
RD×D. During training, the spectral basis update additionally maintains a D ×D running moment
matrix and eigendecomposes it at every step to update B. At each model evaluation, prediction
and velocity recovery require transforms into and out of the learned basis together with elementwise
directional operations. The eigendecomposition of theD×D running moment is performed at every
optimization step during training only; at inference time, the learned basis is fixed.

The resulting measured training and inference overheads relative to JiT-H/16 are reported in Table 1.

25



Preprint

Table 7: Additional computation and state introduced by AnisoFlow.

Component Additional state / operation When applied
Directional weights D scalars Training and inference
Learned basis D ×D orthogonal matrix Training and inference
Running spectral moment D ×D matrix Training only
Basis transforms Multiplication by B and B⊤ Each model evaluation
Directional recovery Elementwise scaling Each model evaluation
Spectral basis update Eigendecomposition of a D ×D matrix Every training step

C ADDITIONAL EXPERIMENTS

Effect of the input bottleneck. JiT represents each 16× 16 RGB patch as a 768-dimensional pixel
vector, which is projected through a 256-dimensional linear patch embedding before entering the
transformer. Thus, only a 256-dimensional projection of the original patch is directly available to
the network. To test whether the learned target reflects this architectural bottleneck, we learn weights
across the full 768-dimensional PCA spectrum. The learned weights follow the near-linear spectral
profile of the main experiments through roughly the patch-embedding dimension, but change notice-
ably beyond this point (Fig. 9). The transition near dimension 256 suggests that the learned target is
sensitive to the network’s input bottleneck. The zero-skill limit of Appendix A.2 provides a limiting
case in which directional information is entirely unavailable.
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Frozen PCA basis
Learnable basis w/ PCA init
Learnable basis w/o PCA init
w= 0:15¸

Figure 9: Effect of the JiT input bottleneck. Untrimmed version of Fig. 3a, showing all 768
directional variance/weight pairs for the frozen PCA basis and learnable bases with and without
PCA initialization. Both learnable variants use spectral updates; the dashed line shows w = 0.15λ.
The near-linear profile at high variance changes noticeably in the low-variance directions beyond
roughly the 256-dimensional patch-embedding bottleneck.

Cross-direction coupling. Although our theory analyzes each direction separately, the shared net-
work can couple the preferred weights across directions. Using JiT-B/16 with a fixed PCA basis,
we select 32 directions whose weights remain learnable and freeze all other directional weights to a
fixed background profile. As shown in Fig. 10, for the highest-variance directions, the free weights
remain close to the fully learned solution under both frozen backgrounds, whereas lower-variance
directions exhibit somewhat greater sensitivity to the complementary targets. These results support
the direction-wise approximation used in our analysis while indicating mild cross-direction coupling
in the lowest-variance directions.
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Figure 10: Cross-direction coupling. We leave 32 directional weights free to learn while freezing
all complementary directions to either w = 0 or w = 0.15λ. Each point shows the final learned
weight of one of these 32 free directions; gray crosses show the corresponding weights from a
reference model in which all directions are learned jointly. (a) The free subset contains the 32
highest-variance PCA directions. (b) The free subset is stratified across the data spectrum. The high-
variance free weights closely match the fully learned solution under both frozen backgrounds, while
the lowest-variance directions show somewhat greater sensitivity to the complementary targets.
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